
EXECUTING DATA
PRIVACY-COMPLIANT 
DATA PROJECTS

A Guide for Data Teams

A  G U I D E B O O K  B Y  D A T A I K U

www.dataiku.com



©2019 Dataiku, Inc. | www.dataiku.com | contact@dataiku.com | @dataiku 1

INTRODUCTION
PART I

In today’s landscape with data privacy laws cropping up worldwide, some data teams have become 

paralyzed by uncertainty in how to navigate this new world. This guidebook is meant to help data 

teams negotiate tricky waters, assisting everyone  - from the data analyst to data scientist and IT 

professional -  in developing insights that move their organization forward in getting value out of 

data without compromising individuals’ privacy (which is, ultimately, important not only to those 

individuals, but to the businesses themselves whose livelihood depends on the trust of their users).

This guidebook often mentions the European Union (EU) General Data Protection Regulation (GDPR) 

given that it is currently one of the most thorough and widely relevant (both in terms of geographical 

influence and depth of defense of user data privacy). However, note that many of the data privacy 

regulations currently being drafted - including those in several states in the United States - will be 

similar in scope and depth to GDPR. This guide is meant to be applicable for data teams working on 

projects under GDPR, but also under any similar constraint of data privacy where personal data (see 

terms below) must be protected.

This guidebook is not meant to be a comprehensive review of any particular data privacy laws or 

regulations (including GDPR) - it is written with the assumption that readers already have some 

relatively in-depth knowledge of GDPR. To better understand this guide, we recommend first reading 

up on the specific stipulations of GDPR or other specific, regional data privacy laws and regulations. 

For a more general overview of GDPR, we recommend the white paper Five Essential Pillars of GDPR 

Compliance for Big Data1or the EU GDPR ORG website.2 We also recommend this interactive map as a 

resource for reviewing data privacy regulations on a country-by-country (and, in the United States, 

state-by-state) basis.

ABOUT

PREREQUISITES

1: Five Essential Pillars Of GDPR Compliance For Big Data (https://pages.dataiku.com/big-data-gdpr-compliance)

2: EU GDPR.ORG (https://eugdpr.org/)

3: Data Protection Laws Of The World (https://www.dlapiperdataprotection.com/)

https://pages.dataiku.com/big-data-gdpr-compliance
https://pages.dataiku.com/big-data-gdpr-compliance
https://eugdpr.org/
https://www.dlapiperdataprotection.com/
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Even though this guidebook is about a legal topic, data teams should take it upon themselves to 

review any relevant regulations in their region(s) of operation and be prepared to comply with those 

regulations. This guidebook is for informational purposes only and does not constitute legal advice. 

Any efforts on your end to comply with any data privacy laws or regulations, whether or not you rely 

on any information in this guidebook, should be reviewed by your own legal counsel.

This guidebook will use the following terms - we’ve included simplified definitions here for easy reference: 

Personally identifiable information 

(PII) 

Sensitive data

Personal data

Also known as sensitive personal information (SPI), these concepts 

are widely used in US legal discourse for specific information that can 

be used to identify a person (including important information such 

as the name of the person, their place of residence, social security 

number, etc.). In this guidebook, we will use the broader phrase 

“personal data” instead of PII or SPI.

A special category of personal data (including personal data 

revealing racial or ethnic origin, political opinions, religious or 

philosophical beliefs, trade-union membership, and data concerning 

health or sex life) to which additional protections apply under GDPR.

Defined roughly as any information related to a human being that 

can be used to directly or indirectly identify that person. 

For example (this list is inexhaustive!): name, photos/videos, passport 

number, email addresses, bank details, posts on social networking 

websites, medical information, IP addresses, date/place of birth, 

biometric data, etc.

Because there is no official, exhaustive list for what constitutes 

personal data (either under the GDPR or in general), many 

companies choose to take a very broad definition to be safe.

DISCLAIMER

KEY TERMS
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THE MYTH

THE REALITY

Thanks in part to many sensational headlines following 

the official compliance deadline for GDPR in May 2018 

declaring (dramatically) that AI and GDPR simply cannot 

exist together,4 many data teams recoiled in fear, ceasing 

to use personal data that was obtained lawfully, fairly, and 

in a transparent way.

The idea that no data team can use or process personal 

data in any way, shape, or form following GDPR or 

the implementation of other similar data regulations 

is a myth. In fact, Article 55 of the GDPR lists specific 

stipulations under which personal data may be processed. 

So yes, the ways in which it can be obtained and used 

are more limited than before, and organizations certainly 

need to be more prudent at every level. But it’s simply not 

true that data teams (including analysts as well as data 

scientists) are completely blocked from using personal 

data.

Under GDPR, those authorized can still process personal 

data provided they meet certain stipulations, which can 

be reviewed in Article 66 but that, in sum, are necessary by 

contract, by law and - of course - given the consent by the 

data owner.

So the most important step in working with personal data 

for an organization is ensuring that the way consent is 

obtained for collecting that personal data is in line with 

regulations. From there, the challenge is clearly restricting 

and controlling access -  that is, being able to separate by 

teams (and realistically probably more granularly, down to 

individuals), by topics, and by purposes to ensure proper 

use and access.

And therein lies the deeper reality of personal data use 

under data regulations: many data teams rule out working 

with personal data entirely because they have trouble 

logistically making these separations. That is to say, they 

simply don’t have the processes or systems in place to do so. 

 The most important step in 
working with personal data for 

an organization is ensuring that 
the way consent is obtained for 

collecting that personal data is in 
line with regulations.

WORKING DIRECTLY 
WITH PERSONAL DATA 

PART II

4: AI Has a Big Privacy Problem and Europe's New Data Protection Law Is About to

Expose It - Fortune (http://fortune.com/2018/05/25/ai-machine-learning-privacy-gdpr/)

5 : Art. 5 GDPR Principles relating to processing of personal data (https://gdpr-info.eu/

art-5-gdpr/)

6: Art. 6 GDPR Lawfulness of processing (https://gdpr-info.eu/art-6-gdpr/)

http://fortune.com/2018/05/25/ai-machine-learning-privacy-gdpr/
http://fortune.com/2018/05/25/ai-machine-learning-privacy-gdpr/
https://gdpr-info.eu/art-5-gdpr/
https://gdpr-info.eu/art-6-gdpr/
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SUGGESTED DATA TEAM PROCESSES TO AID COMPLIANCE
Before being able to work directly with personal data in a compliant environment, it’s mandatory to complete a data 

audit. Note that while the business has likely already completed an overall data audit (especially around the time of the 

GDPR compliance deadline), completing one specifically for personal data is important to identify specific holes and 

potentially issues for this type of data work.

The answers to these questions should be documented in writing and readily available in case of audit. They should 

also be regularly updated to reflect changes in policies or procedures. 

Laying out this information clearly (suggested format below) should allow for data minimization. That is, only personal 

data that is necessary for each specific purpose gets processed thanks to proper separation of projects, anonymization, 

and pseudonymization where necessary (see Part III).

Of course, in order to fully achieve data minimization, it’s critically important to know at a glance which data sources are used 

in each data project, and in particular, which of those contain personal data. Day-to-day, this means more documentation on 

consent, purpose, retention, etc. Clear tagging and project organization can be done easily in data science platforms (see Part V).

Who are the data subjects, and who at the company can access their data?

Where is personal data kept and where can it be transferred?

Why is personal data kept (for what legitimate purpose)?

What mechanisms are in place to safeguard the personal data?

How is data processed, and how long should it be kept?

Until when are we keeping the data? When (i.e., under what conditions) do we 
share personal data with with others (e.g., third parties)?

Who

Where

Why

What

How

When



“... The principles of data protection 
should therefore not apply to anonymous 
information, namely information 
which does not relate to an identified 
or identifiable natural person or to 
personal data rendered anonymous in 
such a manner that the data subject 
is not or no longer identifiable. This 
Regulation does not therefore concern 
the processing of such anonymous 
information, including for statistical or 
research purposes.”

- GDPR, 
Recital 268 (extract)
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THE MYTH THE REALITY
It’s easy to believe that personal data can be simply 

anonymized and then freely used, absolving the data 

team and company of the specific restrictions surrounding 

personal data. What’s the myth? Well, it lies in “simple” 

anonymization. Data teams (as well as business owners 

and leaders) need to be careful about using this as an 

“escape” from good, solid data policy and careful use.

It is true that there are specific provisions under GDPR for 

anonymized personal data and that, if done correctly, it 

can provide more flexibility in working with data because 

it renders it outside of the scope of GDPR or other data 

regulations. 

Anonymizing personal data is a good way to allow 

lines-of-business as well as data teams (from analysts 

to data scientists) to work freely with data. However, 

true anonymization is extremely difficult to achieve, and 

companies looking to use anonymization as a solution 

should be aware of this and ensure that data is actually 

completely anonymous before allowing it to be freely used 

across the business.

It is so difficult to completely anonymize data that 

even big companies with tons of resources (like Netflix) 

make mistakes. When they first introduced the Netflix 

Prize in 2006 - the competition to design the best 

recommendation engine - the company released 100 

million “anonymized” ratings with a unique subscriber ID, 

move title, year of release, and date of rating. However, 

several researchers at the University of Texas were able to 

identify some of these users7 just a few weeks later. 

WORKING WITH ANONYMIZED 
PERSONAL DATA

PART III

7: Robust De-anonymization of Large Sparse Datasets (http://www.cs.utexas.

edu/~shmat/shmat_oak08netflix.pdf)

8: Recital 26 Not applicable to anonymous data (https://gdpr-info.eu/recitals/no-26/)

https://gdpr-info.eu/recitals/no-26/
http://www.cs.utexas.edu/~shmat/shmat_oak08netflix.pdf
http://www.cs.utexas.edu/~shmat/shmat_oak08netflix.pdf
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There are several techniques for anonymization, but note 

that not all of them work for all cases and that the optimal 

solution should be considered and executed on a case-by-

case basis depending on the type and source of data.

In general, the right solution probably will involve some 

combination of these techniques. The ultimate goal is to 

anonymize the data in such a way that there is absolutely 

no possible way to un-anonymize it again:  

Hash function: This is likely what most people think 

of when they think of anonymization, though in and 

of itself, it is not an extremely effective technique. It’s a 

mathematical function that, given an input, produces an 

output to replace that input. These functions cannot be 

reversed.

Aggregation: A method of replacing personal data 

whereby specific values of personal data are removed and, 

for example, replaced with median values.

SUGGESTED DATA TEAM PROCESSES TO AID COMPLIANCE

K-anonymity: Similar to aggregation, but instead of 

replacing with median values, replacing with categories 

(e.g., age ranges instead of specific ages). In order to qualify 

as K-anonymity, the information for each person contained 

in the dataset cannot be distinguished from at least k - 1 

individuals whose information also appears.

L-diversity: An extension of k-anonymity, but addressing some 

of its weaknesses by maintaining the diversity of sensitive fields.

Differential privacy: A technique drawn from cryptography 

that introduces randomness into data, allowing questions to 

be asked of data without revealing any specific identifying 

characteristics - for a full definition and understanding (with 

examples), we recommend taking a look at this article.9

9: Understanding differential privacy and why it matters for digital rights - Access Now

(https://www.accessnow.org/understanding-differential-privacy-matters-digital-rights/)

https://www.accessnow.org/understanding-differential-privacy-matters-digital-rights/
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PSEUDONYMIZATION
PART IV

Under data privacy regulations, clearly, working directly with personal data is extremely limited, and working with 

anonymized data - while an interesting option if effective - is incredibly difficult (not to mention resource-intensive) to 

actually do correctly. So what other options are there to work with data in an increasingly regulated world?

In talking about data protection by design, the GDPR specifically mentions the use of pseudonymization, which it later defines 

as “the processing of personal data in such a manner that the personal data can no longer be attributed to a specific data 

subject without the use of additional information, provided that such additional information is kept separately…”

While this clearly means that pseudonymized data is still personal data (since it is not anonymized), it does provide 

some additional freedom for data teams to work with data provided that they have specific, defined projects with 

controlled access and a clear data retention policy. 

Again, this sounds simple enough, yet most data teams don’t have the proper infrastructure in place to centrally:

1. Define the project’s purpose in a clear, visible place.

2. Document data retention policies specific to that project.

3. Control project access.

4. Ensure all project work is contained in this restricted project.
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That’s where a data science platform can come in. A recent study by MarketsandMarkets10 predicts the market for data 

science platforms will climb to $101.4 billion by the year 2021, yet there is still confusion about their purpose and utility. 

In general, data teams need a data science platform for a variety of reasons,11 including pure efficiency. But critically, one 

of the biggest advantages is compliance with data regulations. Data science platforms allow for:

• Personal data identification, documentation, and clear data lineage  - that is, they allow data teams 

and leaders to trace (and often see at a glance) which data source is used in each project.

• Access restriction and control - including separation by team, by role, purpose of analysis and data 

use, etc.

• Easier data minimization - given clear separation in projects as well as some built-in help 

for anonymization and pseudonymization, only data relevant to the specific purpose will be 

processed, minimizing risk. 

A recent study by MarketsandMarkets predicts the market for data 
science platforms will climb to $101.4 billion by the year 2021, yet there 

is still confusion about their purpose and utility

10: Data Science Platform Market worth 101.37 Billion USD by 2021 - Markets and Markets (https://www.marketsandmarkets.com/PressReleases/data-science-platform.asp)

11: White Paper: Data Science Tools What Are They, And Why Do Data Teams Need Them? (https://pages.dataiku.com/en-us/why-teams-need-data-science-tools)

https://www.marketsandmarkets.com/PressReleases/data-science-platform.asp
https://pages.dataiku.com/en-us/why-teams-need-data-science-tools
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Dataiku is the centralized data platform that enables the creation of Enterprise AI projects while also providing the tools 

for data regulation compliance. Customers across retail, e-commerce, health care, finance, transportation, the public 

sector, manufacturing, pharmaceuticals, and more use Dataiku to power self-service analytics while also ensuring the 

operationalization of machine learning models in production. But above all, Dataiku ensures more opportunity for 

business-impacting models via solid data governance policies that allow teams to work faster, smarter, and more securely.

The following features allow enterprises using Dataiku to better prepare themselves for current - or future - data 

regulations: 

Tag columns, datasets, or entire projects that contain personal data:

DATAIKU & DATA 
PRIVACY REGULATIONS

PART V
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Document each dataset’s purpose, consent, and retention policies:

Project- and dataset-level security (user rights, available connections, etc.):
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Generate reports with all datasets and models that contain or use personal data:

Automatically restrict model creation within a project where the dataset contains 
personal data:
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Create specific, access-controlled environments in which authorized users 

can work on anonymized data:

Create specific, access-controlled environments in which authorized users can 

work on pseudonymized data:

CRM/ Marketing Data

Operational Data:
transactions, deliveries

Web Logs:
online activites

CRM/ Marketing Data

Operational Data:
transactions, deliveries

The data teams can work on distinct, separate projects. 
Each project has:

a purpose    |   a data retention policy   |   access restriction

Web Logs:
online activites

Restricted Project
• List of customers

• Purchases

• Page views per customer

A recommendation system A fraud detection system

Restricted Project
• Enriched transactions

• Some customer details

• Anonymized list of customers
• Transaction counters
• Aggregated logs

The data teams can "freely" work on the data

Customer
segmentation

Usage
statistics
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Easily handle right-to-erasure requests: 

• Anonymized list of customers
• Transaction counters
• Aggregated logs

Customer
segmentation

Right to erasure

Usage
statistics

CRM/ Marketing Data

Web Logs:
online activites

Operational Data:
transactions, deliveries Restricted Project

• List of customers

• Purchases

• Page views per customer

A recommendation system A fraud detection system

Restricted Project
• Enriched transactions

• Some customer details

?
?
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CONCLUSION
PART VI

With some industry experts naming 2019 as the year of increased data regulation,12 it’s certainly true that at this point, 

there is no looking back - the use of data across roles and industry will only become increasingly restricted. But that 

doesn’t have to mean a pause or paralyzation in data use.

Companies that are organized for these changes will be able to continue moving forward in their machine learning and 

AI efforts with minimal disruption by:

1. Centralizing data efforts into one central place or tool for simple 

governance of larger projects as well as individual data sets and sources.

2. Clearly tagging data sets and projects that contain personal data and that 

need to be handled differently.

3. Developing straightforward processes (and, of course, properly training 

staff on those policies and procedures) for working with personal data.

4. Ensuring the monitoring and enforcement of personal data processes.

What businesses cannot afford to do is wait to take action until the landscape of regulation stabilizes. Firstly, because it’s 

unclear when (or if) that will ever happen, but secondly because it shatters any momentum gained in machine learning 

efforts or through in-progress data projects (not to mention puts the business at risk). Instead, by choosing the right 

tools and reinforcing through processes and training of people, companies will be able to successfully get ahead during 

this time of regulatory turmoil.

12: 2019 Predictions: Regulation (And Preparation) Becomes King (https://data-economy.com/2019-predictions-regulation-and-preparation-becomes-king/)

https://data-economy.com/2019-predictions-regulation-and-preparation-becomes-king/
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