
Use Smart Cache to:AN ENTERPRISE-GRADE SMART 
CACHING LAYER TO ACCELERATE 
DIGITAL APPLICATIONS AND ANALYTICS 
AT THE SPEED AND SCALE OF YOUR 
BUSINESS, ACROSS ANY ENVIRONMENT
Enterprises leverage caching to improve application and reporting 
speed, performance and scale. InsightEdge Smart Cache is a high-
speed, distributed in-memory data storage and processing layer 
that runs on any operational data store to accelerate your digital 
applications and fuel real-time reporting and BI. Smart Cache is 
optimized for rapidly changing data and multi-criteria queries; 
and is fully SQL compatible.

INSIGHTEDGE SMART CACHE

“Our selection criteria focused on scalability, 
performance, the ability to store and process various 
data structures, overall simplicity and cost. GigaSpaces 
InsightEdge was the most suitable solution.”
Frédéric Warin, Managing Enterprise Architect 
at Capgemini for the PSA Project

Significantly turbo-boost your applications with multi-
criteria queries and fast dynamic aggregations

Simplify deployments and accelerate time-to-market with 
one-click database integration

Maintain millisecond-level SLAs at an optimized TCO with 
autonomous scaling for planned and unplanned peak loads and 
high concurrency support

Accelerate new 
digital applications

Support multiple 
concurrent clients

Handle peak loads

Shorten the batch 
reporting window

Generate real-time 
reports and BI on 
operational data

Offload legacy 
infrastructure



ENSURE HIGHEST LEVELS OF CUSTOMER EXPERIENCE AT PEAK DATA 
VOLUMES & HIGH CONCURRENCY

Native Multi-Criteria Queries

Unlike Key Value solutions, InsightEdge Smart Cache supports supports unlimited number 
of advanced indexes including nested objects, collections, compound index, geo-spatial 
and full text search for faster performance and smaller footprint.

Business Policy-Driven

While simple cache solutions are limited to Least Recently Used (LRU) data management 
logic, InsightEdge Smart Cache allows you to implement advanced business policies, keeping 
always the most relevant data in cache.

WHAT MAKES INSIGHTEDGE SMART CACHE SO EFFECTIVE

 Does your application require optimal performance at peak loads and with high concurrency?

	 Do	queries	on	multiple	criteria	affect	your	application	performance	or	require	additional	resource	
allocation?

	 Do	you	want	to	run	fast	dynamic	aggregations	without	pre-defined	views?

 Do you want to execute real-time dynamic reports and BI on operational data?

 Do you need to ensure SLAs to internal and external customers based on your business policies?

 Is data integrity important for you?

 Are you looking for a true cloud native solution?

HOW CAN YOU TELL THAT YOU HAVE OUTGROWN YOUR EXISTING CACHE?

If you’ve answered yes to any of the questions above, 
INSIGHTEDGE SMART CACHE IS THE RIGHT CACHE FOR YOU.



MOVE YOUR SERVICES AND DATA-DRIVEN DECISIONS FROM 
OFFLINE TO ONLINE

Fastest In-Memory Performance

Other in-memory solutions aggregate data on the client side, but with InsightEdge Smart 
Cache, data aggregation is distributed on the server side in the same memory space as the 
data to accelerate performance and reduce networking and serialization overhead. 

EXECUTE REAL-TIME REPORTS & BI ON FRESH DATA

Fully SQL Compliant

Support	joins	and	grouping	while	generating	reports	and	and	aggregations	on	the	fly.	Easily	
replace access to the previous data source. Flexible and immediate BI access.

Never Lose Writes

Unlike other cache solutions which support eventual consistency, GigaSpaces provides 
strong consistency which ensures data integrity and data freshness.

REDUCE IT OVERHEAD WITH AI-DRIVEN OPERATIONS

AI Driven Autonomous Elasticity and Scale

With automatic triggers to scale either up or out for transactional or analytical workloads 
based on the CPU and RAM utilization, the scaling process is done in a rolling manner without 
downtime while the cache remains fully operational. 

No Code, One-Click Database Integration

With the click of a button, the platform scans the database and its metadata, maps its data 
modeling	to	the	GigaSpaces	store	and	defines	its	indexing	and	partitioning	schema	to	
eliminate weeks of manual work and human errors.

30x Faster than NoSQL 6X Faster than Other In-Memory Platforms

*Yardstick Benchmark: 100% Read Workload*YCSB Benchmark: 100% Read Workload



HOW THE INSIGHTEDGE SMART CACHE WORKS

Figure 1: InsightEdge Smart Cache Architecture

One-click connect to any RDBMS, on-premise or cloud, built-in connectors 
(Read-Only or Read-Write)

Data is stored in multiple data storage tiers - hot (in-memory), warm (SSD), and cold

High performance multi-criteria queries, fast aggregations on large datasets, and high 
concurrency 

AIOps used for auto-scaling, automated caching policies and smart indexing

Digital applications connect and trigger SQL or client SDK queries with millisecond performance
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The Company

Groupe PSA is the second largest car manufacturer in Europe. 
Present in 160 countries, with 16 production sites across the world, 
PSA sold 3.5 million vehicles worldwide in 2019.

The Business Challenge 

Regulations require car manufacturers to produce less polluting 
vehicles. They are also required to calculate CO2 emission of each 
configured	car.	Failing	to	calculate	and	display	the	CO2	emission	
can	lead	to	heavy	fines.

The Technical Challenge 

Customers,	dealership	staff	and	partners	use	an	online	web	
configurator	to	build	and	price	cars.	The	mainframe	platform	
that	hosts	the	PSA	car	configurator	had	a	maximum	capacity	of	
200 requests per second, while PSA estimated actual demand 
would hit 3000 requests per second. In addition, the mainframe 
response time was very slow, inadequate to support an online 
web experience.

The first attempt to solve this challenge using Redis cache 
failed. Redis is designed for a primary key access with simple 
key lookups, without secondary indexing. Working around 
this limitation requires duplicating the data multiple times, 
increasing the footprint and impacting performance. The 
number of possible configurations reached billions, causing 
the Redis cache to be inefficient, and not a viable option.

CASE STUDY - 

Figure 2: High Level Solution Architecture
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The Solution

InsightEdge Smart Cache was 
implemented to resolve the 
bottleneck	by	offloading	requests	
to in-memory cache. Dynamic 
multi-criteria queries allowed 
for superfast access to the data, 
without duplicating data per each 
possible combination of criteria.

Results

Over 95% requests for CO2 
calculations are served by 
InsightEdge Smart Cache

Smart Cache response time 
ranges between 15-19 
milliseconds vs. 200-300 
milliseconds

Calculator capacity 
increased 15x without 
upgrading the mainframe 
platform

Infrastructure footprint was 
reduced by a factor of 5X 
(and 6x less than Redis) while 
workload scale was increased 
by 20X

Solution was developed & 
deployed within 12 weeks 
from	kickoff	to	go-live



Smart Cache Value

Enhance customer experience

Drive	higher	productivity	with	fast,	flexible	and 
scalable access to the data source

Balance cost and performance with business 
policy-driven data tiering management

Faster time-to-market with easy deployment and 
one-click integration

Ensure high availability 

FOCUS ON BUSINESS, WE’LL TAKE CARE 
OF THE REST
As data becomes the lifeline for every modern enterprise, they need 
the right tools to quickly process, analyze, make predictions and take 
action on the data they generate. For unmatched performance, high 
availability,	scalability,	agility	and	flexibility,	enterprises	deploying	
InsightEdge Smart Cache can achieve the full value of their data 
in real-time. 

ABOUT GIGASPACES
GigaSpaces	is	redefining	in-memory	technology	to	drive	enterprise	digital	
transformation with unparalleled speed, performance and scale. Never before 
has it been this simple to accelerate and scale real-time applications, analytics 
and operational BI on any data, at any load, across any environment. Leveraging 
smart and autonomous data operations and management functionality, the 
GigaSpaces InsightEdge Portfolio including Smart Cache, Smart Operational 
Data Store (ODS) and Smart Augmented Transactions, is the fastest and 
easiest to deploy platform that meets the most challenging enterprise data 
and analytics processing needs, to reduce time-to-market and ensure rapid 
response times and highest performance levels, with lower TCO.

Hundreds	of	Tier-1	and	Fortune-listed	organizations	and	OEMs	across	financial	
services, retail, transportation, telecom, healthcare rely on GigaSpaces to 
optimize their business operations, enhance customer experience and 
comply with regulations.

GigaSpaces	offices	are	located	in	the	US,	Europe	and	Israel	with	partners	
around the globe; serving customers such as Morgan Stanley, Bank of 
America, CSX, Goldman Sachs, Société Générale, Crédit Agricole, Avanza 
Bank, SITA, Avaya, Frequentis, CLSA, Groupe PSA and UBS.

More at www.gigaspaces.com and www.gigaspaces.com/blog/

Typical Use Cases

Accelerate Applications and 
Digital Processes - ensure 
low-latency response times and 
optimal performance at peak 
loads and with high concurrency

Real-Time Reporting and BI - 
millisecond-level response time, 
high user concurrency, reporting 
and BI on both fresh & historical 
data 

Handle Unexpected Peaks - 
Autonomous cluster elasticity, 
scaling up and out, to handle 
unexpected peaks without over 
provisioning 

Accelerate Batch Processing - 
Accelerate in order of magnitude 
batch processing (from hours 
to minutes, and minutes to 
seconds) on top of your data 
source

Mainframe Systems Offload - 
Leverage the smart caching 
layer’s multi-criteria queries 
and fast aggregations to boost 
digital application performance

Hybrid On-Premise and 
Cloud Deployment - Migrate 
applications and analytics to the 
cloud at the pace you decide on


