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User retention. It’s at the core of every app and 
fundamental for any mobile growth strategy. If 
you don’t retain your users, all other efforts 
are a waste of time and money.

But how do you go about improving retention? 
Tracking MAUs or doing a simple before/after 
comparison doesn’t reveal what’s actually going 
on. High acquisition rates can easily mask 
gaping holes in retention.

And as a bonus, we’ve compiled 10 
actionable experiment ideas you can try 
today to drive up retention.

Let’s jump right in by determining what 
we need to track.

That’s why we’ve compiled this guide. In it, 
you’ll learn how to:

Set retention KPIs

Track improvement  
over time

Set up and run  
retention experiments

Start building a  
testing culture

How to Run a Retention Experiment That Works
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Measuring user retention is actually a lot more 
simple than you’d think. The problem is, most 
teams’ dashboards are filled up with the wrong 
metrics like:

• MAUs

• # of engagements

• Time spent in app

• Daily sessions

• New users

Luckily, most analytics platforms have the 
important data on hand, you just might need to 
poke around to find it.

What’s excellent about cohorts is that they 
allow you to see 2 things very quickly:

• Retention over users’ lifetimes

• Retention over the product lifetime

If we look at a single row, we can see that 9,465 
users signed up on Oct 26.

Moving left to right, we see the percentage of 
users who engaged each subsequent day.

If we compare rows vs. one another, you can 
compare cohorts to see if changes to your app 
are improving or hurting retention.

Image via Amplitude

What you really want to track is your cohorts.

Measuring User Retention
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The Graphical View

Where cohorts become even more useful  
is when you visualize them on a line graph.

With line graphs such as these, we can  
quickly pick out important time periods in  
a user’s journey.

• Are most users dropping off after just 1 day? 

• Are they sticking around after 30 days?

• 90 days?

This line graph will tell you exactly that.

Picking Your Retention KPIs

When you’re looking at the graph, look at 2  
specific points:

The initial drop off is inevitable for any app. To 
what degree users drop of is what separates 
the top 100 apps from the rest.

Image via Amplitude

Image via Amplitude

1 The initial step off
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Large amounts of early stage user drop off 
is a signal that users expectations of value 
aren’t being met. So if your app promises to do 
something but doesn’t convey the value within 
the first few opens, users are going to drop off.

 “Most of your churn is going to happen in the first 7 days; it’s the nature 

of the beast. People get curious, come try your product out, then shrug 

their shoulders and then leave without saying goodbye.”

- Ben Ratner, Product Manager at Leadin by Hubspot
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Early stage drop off signals that your product 
isn’t conveying value to users.

Late stage drop off indicates that your product 
isn’t delivering value.

Image via Amplitude

Retention curves for good products flatten out 
at some point. Bad products trend to zero.

If your retention curve flattens out, that means 
your product actually delivers value to users.

2 Where the curve flattens

This retention is the main indicator as to whether your product is going to continually grow or not.

Take a look at the graphs below: in them, MAU growth is modeled out over 2 years.

All other things equal, with good retention, we have linear growth. If retention trends toward zero, you can 
see that growth plateaus as you start to churn through users as fast as you acquire them.

Images via Dan Wolchonok

Good Late-Stage Retention Bad Late-Stage Retention
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To make sure we’re improving retention, 
we need to track the right KPI for late-stage 
retention.

That means, tracking the % of users retained  
where the curve flattens.

For each app, this will vary, but plotting your  
cohorts on a line graph makes it simple.

3 Steps to Finding Your 

Retention KPI

Plot your cohort analysis data on a line graph 
so you can visually identify where the curve 
flattens out.

1 Graph your acquisition  
cohort on a chart 

Using the graph, approximate where your 
curve flattens out. This doesn’t have to be 
perfect. We just want to find a good indicator  
of user retention.

2 Identify at what point the  
chart flattens out
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For each subsequent cohort, use Excel or some 
other charting to track how user retention 
changes over time. In our example below, we 
can see how each subsequent daily cohort 
improves or decreases.

Using this metric, we can see how retention 
does or doesn’t improve over time. Once 
we have our baseline, we can start running 
experiments to improve that number.

In the above example, we can see that 
retention improved slightly in the 2nd half of 
the graph after a product change was made.

3 Track this day (or week) over time
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Identify the Right Problems to Solve

“They had no chance of yielding any value. There wasn’t any point 

to them. We were just kind of curious. We were just running a lot of 

experiments, which have a cost by the way, and taking up experimental 

slots (so others couldn’t), and things started colliding with each other.” 

- Jeff Holden, Chief Product Officer @ Uber, Formerly Amazon & Groupon

Now that we’ve gotten the tracking down, 
we want to make sure we’re asking the right 
questions. Else we’re going to waste a lot of 
time testing things that don’t really matter:

Originally, Amazon gave all employees the 

ability to run experiments on the product. 

The problem? Many of the experiments 

were useless.

Holden, the Chief Product Officer at Uber, says 
there are 2 things you need to identify in order 
for an effective test to be run:

So creating an experiment to improve retention 
starts out with a strong hypothesis. But how do 
we identify those hypotheses?

If you do X, what effects do you 
expect to happen?

1 A Strong Hypothesis

If you see a positive lift, what value 
will the company see as a result?

2 A Value Proposition to  
the Company
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Quantitative Methods:

• The first place to look would be the cohort 

analysis line graph: identify if users are 

dropping off early.

• Next, look at your funnels. Where are users 

dropping off in the process? Are there 

changes we can make to improve that? Point 

them toward clear next steps?

• Check other metrics such as time in app, # 

of engagements, etc. to try and get a clear 

picture of what blockers are.

“Growth = friction, removed.” 

- Tyler Hayes

Qualitative Methods:

• User replays or heatmaps from companies 

like Appsee can help you dig into the 

qualitative sides of things.

• You could also run user tests to see where 

testers get confused, stuck, or perceive value. 

Then ask follow up questions.

• You can also use tools like Typeform, 

Surveymonkey, or good ol’ Google Forms to 

run surveys to figure out where users are 

struggling.

• Get on the phone! Email or call up some of 

your users to ask them questions directly. 

More than a few will be happy to provide 

feedback.

Image via Appsee



How to Run a Retention Experiment That Works

Create Useful, Targeted Tests 

Resources

Almost everyone has similar problems when it comes to retention, so it’s great that  
there is a plethora of resources out there to help you find a solution.

There are 3 resources we’d highly recommend:

Amplitude digs into retention from the analytics 
side of things. They share not only how to track 
retention, but loads of other tests and data 
dives as well.

Apptimize’s blog approaches retention and 
growth from the testing angle, with a focus on 
mobile products. They talk about how to make 
fast, data-driven decisions about what works 
and what doesn’t. It supplies a host of testing 
ideas, UX patterns, and case studies so teams 
can take action.

Appcues does some great guides for products 
covering everything from onboarding to retention. 
They’re excellent at providing actionable examples 
of a wide swath of techniques, from messaging to 
onboarding to product.

2 

3

1 

Amplitude

Apptimize

Appcues
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10 Test Ideas to Get  

You Started 

Without a starting point, the rest of this paper 
is going to be moot. So we’ve provided some 
common tests that we’ve seen have a notable 
effect on retention to get you started:

Direct users straight to the highest value action.
When it comes to onboarding, guiding users 
through what they need to know is critical to 
conveying value. Onboarding tooltips point 
users exactly to where they need to go from 
the first open.

“Growth = Friction, removed.” A frustrating 
issue for users is when it takes too long to 
complete an action on mobile. Users are  
often out and about, so every additional  
step—whether a password input, swiping 
through a page, or just clicking on “next”— 
can be a huge pain. 

Paring down your funnel to only the most 
necessary steps will make it much easier (and 
much more likely) for them to complete the 
actions.

1 

2

Onboarding tooltips 

Reduce the # of steps it takes  
to complete actions

HotelTonight created an incredibly efficient “3 tap” process for booking rooms.
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We’ve seen this go both ways. For some apps, a 
forced login helps tremendously with retention: 
users are invested and bought into the brand. 
For others, forced logins are a huge frustration 
and a big dropoff point. Which one’s right for 
your app?

If you want users to engage (and take specific 
actions) make them almost painfully obvious. 
For example, Groupon’s CTA is to purchase, so 
wherever a user is on a page, they can easily 
proceed to the next step using the persistent 
button, without swiping around or looking for 
what they should do next.

Social proof can be used in multiple ways to 
drive retention. It can demonstrate use cases 
to new users quickly (e.g. showing Venmo users 
they can use it to pay rent, split bills, etc.) and it 
can be used to convince users that it’s valuable 
and safe (e.g. seeing your friends send large 
sums of money or using it often).

While this won’t work for every app, using logos, 
user testimonials, feeds, or other methods of 
incorporation are more likely to take advantage 
of a powerful influencing tool to drive action.

3 
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Forced logins

Create prominent CTAs

Social proof
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As overly simple as it sounds, your phrasing 
can have a profound effect on conversions. 
With some customers, we’ve seen that changes 
to copy for a simple call-to-action button can 
increase conversions as much as 200%.

One of our customers (a restaurant reservation 
app) found that using by adding a surprise 
discount immediately before conversions 
increased their number of bookings by 28.1%. 
Doing similar promotions occasionally can have 
a large lift on conversions.

The endowed progress effect says that 
customers who get a jump start toward a goal 
are more likely to complete the goal than those 
who don’t. If you utilize goals in your product, 
you can harness the power of this effect to 
drive behaviors.

6 
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Copywriting

Reduce effort before  
delivering delight

Endowed progress effect

Join
today!VS

SIGN UP
NOW

    

Unstamped card

Pre-stamped card

Pre-stamped reward card resulted in 
178% more repeat business.
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As obvious as your app’s controls may seem to 
you, first time users are often confused when 
working with a new product. Even making 
simple changes such as adding labels make a 
significant impact on users by decreasing the 
cognitive load. When functions are obvious, 
users are more likely to engage.

Figure out what information users want to see 
immediately after loading, then figure out how 
to best convey it. Should you display things in 
a feed? A dashboard? A list view? A map view? 
Nailing this makes sure you’re providing the 
maximum amount of value for users.

9 

10 

Reduce the cognitive load

Refine your app’s home screen

Before After

Image via LukeW
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Create a Clear Hypothesis

Whenever you create a hypothesis, you want 
to make sure it’s well specced out before start. 
First, you want to have a very clear hypothesis:

If we make [Product Change], we should see 
[Key Performance Indicator] increase as  
a result.

Once you’ve done this, you’ll want to answer the following questions:

A good rule of thumb is that tests 
should be run for no fewer than  
2 weeks.

So for example, if I were to change 
the homescreen layout from a map 
view to a list view, I would create a 
hypothesis similar to this:

If we land users on a list view rather 
than a map view after the app 
opens, we should see an increase in 
Day 30 retention as a result.

Timeframe
How long should I run this experiment for to 
get valid results?

• While it’s tempting to call the results of an 

experiment early to save time and resources, 

this can quickly become a dangerous 

practice. Small sample sizes are significantly 

more likely to have higher levels of variance, 

so they could quickly reach “significance” just 

based on a few outliers.
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The more participants, the shorter the 
time amount of time you’ll need to run 
the test. 

Running fewer tests at a time with 
more users could get you faster 
answers.

Define the metrics you’ll be tracking 
before you start running your 
experiments.

Population
How many participants need to be in the test?

• Just like with the timeframe, having enough 

participants in your experiment is equally 

crucial for generating accurate results.

• Use a significance calculator (Google it)  

to determine how many participants  

you’d need.

Measurable
Are the results of this experiment measurable?

• You need to define your metrics before 

actually running a test. This helps not only 

ensure that your events are firing correctly, 

but also 

• When designing tests, you need to be specific 

as to what it is you expect to see as a result 

of a change. 
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Running a test to significance

• As we talked about earlier, when you have 

only a few samples, reaching significance due 

to pure chance is quite likely. Instead, define 

how long you’ll run the test for and how 

many participants you’ll need. Only call the 
results of the test once these 2 criteria are 
satisfied.

HARKing

• Hypothesizing after results are known. 

HARKing basically means you’re looking 

for significance after a test is run. While it 

sounds good in theory, HARKing purposefully 

searches for correlations that don’t exist or 

may show up in the data due to chance.

Common Mistakes

Create a clear hypothesis early on  
and stick with it. 

If you don’t see the desired results,  
do a debrief to figure out why rather 
than searching for correlations that 
don’t exist.

Make sure to define these 2 things 
before you run your experiment:

1. How long you’ll run the test for

2. How many participants you’ll need
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Running non-exclusive tests

• If your users are already in another A/B test, 

don’t assign them into another. Doing so 

can easily confound the effects and give you 

inaccurate results.

Uneven allocation

• Uneven allocation results in skewed 

distributions, meaning your data will be 

unreliable. Having no data is better than  

false data.

Always allocate equal numbers of 
users to the control and variant 
groups. If you are eager to push out 
a change, use a feature flag to push 
those changes to users not in the 
experiment.

If users are in one test, never put 
them in another unless you are sure 
that the effects couldn’t possibly affect 
another.

Running Tests 

Ideally you’ll want to use a product-focused A/B 
testing platform such as Apptimize to deploy 
these tests. If that’s not an option, you can run 
a “poor man’s A/B test” instead. While it may 
not achieve the same levels of accuracy, it can 
do in a pinch or when you’re just starting out.
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Poor Man’s A/B Test 

If you don’t have access to an accurate A/B 
testing platform, what you can do instead is set 
up a back to back test.

Basically, you can turn a variant on for X weeks, 
then turn it off for X weeks and compare the 
differences. Doing so could get you a rough 
approximation of which version is better for 
your users. 

This style of testing is less accurate, but can still 
give you insights into what key differences may 
be between a control and a variant. 

Week 0 Week 1 Week 2 Week 3 Week 4

Variant A Control
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Use Testing to Build an Experimental Culture

Building an experimental culture is about 2 things:

Demonstrating ROI  

The more organized you are in your experimental / hypothesis design, the easier it will be to justify the 
experimentation. If you follow the guidelines above, you’ll be able to show the potential impact of different 
experiments. If you map this to business goals such as increasing MAUs or driving revenue, you can justify 
resource allocation for testing.

A few other things to think about:

• Reach of a test - how many users it would affect

• The impact - how much of an increase is expected

• The success rate - most tests don’t improve your metrics, but if you create a constant cadence, you’ll 

definitely make significant improvements

1. Demonstrating ROI

2. Setting reasonable expectations
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Setting Reasonable Expectations  

To build an experimental culture, understand that you’re (probably) going to be misunderstood. If you’re 
doing it right, only a percentage of your tests will succeed. The Chief Product Officer at Uber estimates that 
only 20-30% of the experiments at the company actually work.

What you need to understand though is that each of these tests will be informative and useful, regardless 
of whether they increase. If you do debriefs after an experiment, you’ll discover what assumptions your 
team is making and why a test did or didn’t improve your metrics.

Being able to articulate this clearly is the key to getting other members of your organization on board.
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Simple, But Not Easy

Testing is one of those processes that is actually quite simple: 
Create a clear hypothesis, set up the test, run it, and debrief. 
However, that doesn’t make it easy. If you want to be successful, 
you need to create the processes that lead to it.

Start hypothesizing and creating tests with meaningful reach 
and impact, then methodically validate or invalidate your 
hypotheses. Slowly but steadily you’ll learn exactly what drives 
the user behaviors you want, and what doesn’t.

How to Run a Retention Experiment That Works


